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Abstract

The dynamics of demand for energy goods such as gasoline are complicated by investment decisions

and behavioral habits. Both types of complication can be captured by a habits model, in which

past consumption enters into an agent’s current utility function. If the agent is forward-looking,

or ‘rational’, then habits imply his consumption of the habit-forming good will be sensitive to his

expectation of future market conditions, in particular future prices. This sensitivity implies, in turn,

that traditional measures of price elasticity will underproject consumers’ responsiveness to policy

interventions.

This paper examines the implications of rational habits on gasoline demand. Using a simple model

encompassing myopic and rational habits, I demonstrate that an agent with rational habits will re-

spond to anticipated future price changes and react more strongly to permanent than to temporary

price changes, with this distinction increasing in the strength of the habit. I then estimate several

habits models using panel data on U.S. states for the years 1989 through 2008. My preferred speci-

fication yields evidence of rational habits, and moreover I find consumers to be twice as responsive

to tax-driven price changes as to market-driven price changes. Taxes and other policies that operate

through the gasoline price are a more powerful policy instrument than traditional price elasticity

would lead us to believe.
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1 Introduction

Gasoline demand is of interest both for its intricate structure and for its environmental implications.

Although this interest has prompted research on many aspects of gasoline demand, the possibility of

rational habits has not been broached. Yet rational habits may shape the dynamics of gasoline demand,

rendering price elasticity a poor and biased tool for projecting the consumption response to policy inter-

ventions. In this paper I set out a rational habits model, sketch its implications in a simplified scenario,

and test whether rational habits shape demand in the U.S. gasoline market.

We may suspect that habits shape gasoline demand because many of the decisions tangled up with

gasoline consumption take time and effort to adjust. These decisions include long-term commitments

such as commuting distance and vehicle choice, as well as everyday behaviors such as carpooling, trip

frequency, and driving style. Whether habits arise from long-term decisions or ingrained behaviors, they

link a consumer’s preferences across time: at every juncture, the consumer’s decisions are influenced
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by past gasoline consumption; and in turn, each decision commits him to some future consumption.

Although at the surface the consumer may experience these commitments as habits for outputs produced

using gasoline, in practice a habit for the final output will induce a habit for the intermediate input as

well.

If a consumer is myopic, then his commitments to the future are irrelevant to his decisions, and habits

will merely slow his adjustment to changing market conditions. But if the consumer is rational– if he

does consider his future utility– then these commitments will shape his consumption in curious ways.

When choosing a home and therefore a commuting distance, for example, he will take into account not

only the current cost of fueling his commute, but the cost in years to come. If today’s price increase is

expected to be offset by a decrease tomorrow, it may not be worthwhile to adjust consumption. If today’s

price increase is expected to be permanent, on the other hand, then the effort of adjusting will yield a

benefit period after period– and the rational consumer may be provoked into a larger response.

Such nuances are not captured by traditional measures of price elasticity. In fact, because such

measures lump permanent price changes together with temporary fluctuations, they may lead us to

underestimate the potential of economic instruments to reduce gasoline consumption. If a government

can raise the price of gasoline and signal credibly that the increase is permanent, then forward-looking

consumers with habits should cut down their gasoline use by more than the conventionally-measured

price elasticity suggests.

Why Habits?
Habits are not, of course, the only way to link decisions across time; and indeed many of the mech-

anisms that link gasoline consumption across time would traditionally be modelled as investments. The

habits framework captures the effects of these investments, however, by allowing past behavior to in-

fluence current preferences. If an agent invests today in an effi cient vehicle or a shorter commute, the

resulting reduction in his present gasoline consumption will decrease the amount of gasoline he needs to

achieve a given utility level tomorrow. Adjustments in everyday behavior– learning to consolidate trips,

for instance, or developing the confidence to cycle busy streets– are captured in the same way. The habits

framework is therefore more flexible than an investment framework, subsuming both investment-type and

behavioral intertemporal linkages. Unlike derived-demand models, moreover, the habits framework is not

restricted to modelling specific, measurable intertemporal linkages. Abstracting from the multitude of

possible linkages is useful from a policy perspective, as it offers a relatively straightforward way to improve

our understanding of aggregate gasoline demand’s interaction with prices and policy instruments.

2 Gasoline Demand Literature

Despite the importance that rational habits may hold in explaining gasoline demand– and in controlling

it– they have received little attention up to now. The most common way of dealing with habits is to

allow for "partial adjustment", i.e. to include a lag of consumption in the demand regression; but this

non-structural approach merely captures some of the sluggish behavior associated with myopic habits.

Habits models tied more closely to theory have addressed gasoline consumption only tangentially,

and under the assumptions of myopic consumers and/or constant prices. Pashardes (1986), for example,

includes the category "fuel" when estimating a demand system that nests myopic and forward-looking

habits, but he imposes constant prices and discount rates. "Gasoline and oil" is a category in Heien’s

(2001) demand system, but the habits he considers are strictly myopic. Breunig and Gisz (2009) explore

the econometric implications of inserting an unobserved habit stock directly into a gasoline demand
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regression, but they do not look at this habit stock in the context of demand theory, and their regression

model is only capable of capturing myopic behavior. Wirl (1991) takes a different tack and examines an

adjustment cost model for liquid fuel demand, but he does not allow for imperfectly-anticipated prices or

examine the theoretical implications of price dynamics. The idea of rational habits in gasoline demand

remains unexplored.

Despite the uncharted gap in the area of rational habits, other areas of gasoline consumption have

been mapped in detail. So much research has focused on estimating price and income elasticities of

demand that Espey’s (1998) meta-analysis is able to look at 41 studies, Graham and Glaister’s (2004) at

69, Dahl and Sterner’s (1991) at over 100, and Goodwin, Dargay and Hanly’s (2004) at 240. The price

elasticities estimated in these studies range from 0 to -2.72– from perfect inelasticity to very high elasticity

(Espey 1998). A variety of factors, these reviews find, influence elasticity estimates: the periodicity of the

data, with annual data dampening price elasticity and amplifying income elasticity (Goodwin, Dargay

and Hanly 2004); the model type (Dahl and Sterner 1991); and of course geography and time period.

Very consistently, demand studies reveal a marked divergence between short- and long-run elasticities,

with long-run exceeding short-run elasticities by a factor of 3 to 5. The literature’s short- and long-run

estimates will be discussed further in Section 8.2.

Interestingly, Espey (1998) finds higher short-run price elasticities in Europe and in studies that

combine U.S. with international data than in studies that address the U.S. alone. Dahl (2011), meanwhile,

finds higher price elasticities where gasoline prices are higher. There are many possible reasons for these

differences, but rational habits offer an additional explanation: the difference may lie in the type of price

changes, permanent or transient, that consumers in high-tax areas are most likely to experience.

3 Habits in the Literature

Although economists have shown an interest in habits for over a century,1 only in more recent times

have they ventured formally from time-separable preferences. Time-inseparable preferences were first

addressed under the assumption of myopic agents: consumers in models such as Pollak’s (1970) seek to

maximize utility in the present period only.

The introduction of forward-looking agents in models such as Spinnewyn’s (1981) was a milestone

because such an outlook yields significantly different demand behavior. Given a myopic outlook, demand

will depend only on past consumption– which is the source of consumers’habits– and on current vari-

ables. Given a forward outlook, under which agents choose a consumption bundle to maximize the sum

of present and discounted future utility, demand will also depend upon (expectations of) future variables.

Habits models can be differentiated not only by the time horizon over which agents optimize, but

by the time scale over which habits linger. To introduce time-nonseparability to the traditional model

in which preferences are separable across time, habits models modify the set of variables over which

the agent takes his preferences. Preferences that depend only on current and once-lagged consumption

yield "short-memory" models; preferences that depend on current and all previous consumption yield

"habits-as-durables" (HAD) models.

In practice, both short-memory and HAD models introduce the lag(s) of consumption to the agent’s

utility function by modifying the consumption bundle. This modification involves subtracting from

current consumption either some weighting of once-lagged consumption (in the short-memory case) or

some weighted, discounted sum of all previous consumption (in the HAD case). Note that the discounted

1Browning (1991) traces the primitive habits literature back to Marshall’s 1890 Principles of Economics.

3



sum of previous consumption in the HAD model is analogous to the stock of a durable good: each

period’s consumption contributes to the habit-stock variable just as investment contributes to the stock

of a durable; and each period the habit-stock decays predictably, just as a traditional durable depreciates.

Once modified, the consumption bundle is known in the literature variously as "uncommitted con-

sumption" (Spinnewyn 1981), a set of "adjusted quantities" (Browning 1991), or a "reference bundle"

(Spinnewyn 1981). As the last of these names suggests, consumers experience utility based on a "ref-

erence" level of consumption to which they have become accustomed. Consumption in any period con-

tributes to the next period’s reference level, thus breaching the time-separability of traditional models

and leading to steadier consumption.

Deriving tractable demands when preferences are linked across time is far from trivial. Pollak

(1970) managed this for myopic consumers, under both short-memory and HAD habits, but forward-

looking consumers complicate the problem considerably. Spinnewyn (1981) showed that the utility-

maximization problem of a forward-looking agent with habits could be transposed into a more traditional

utility maximization problem by adjusting prices and income to take the costs of habits into account.

Browning (1991, App. A) generalized this result. Unfortunately, the necessary transposition turns the

current price into a function of current and all future prices, current consumption into a function of

current and all past consumption, and wealth/income into a variable defined recursively from future

adjusted wealth/income (Browning 1991). The transposed problem is thus of no direct use in empirical

work: in practice, variables cannot be defined recursively from a point infinitely far in the future.

Theoretically, however, the Spinnewyn/Browning transformation does yield an interesting result: the

demand arising from a short-memory model will be a function of one lag of consumption, the current price,

and all future prices; the demand arising from a HAD model will be a function of all past consumption,

the current price, and one lead price (Browning 1991, p. 611). Although Spinnewyn’s transformation

does not yield a solved-out demand that can be estimated empirically, therefore, it does suggest some

general forms that an empirical model might take.

An estimable rational-habits model is in fact developed in Browning (1991), but unfortunately this

model does not allow us to examine the effects of price dynamics. Browning’s approach prevents demand

from depending explicitly on variables infinitely far into the past or future by "roll[ing] up" the effects

of prices from t + 2 onwards into the (expected) marginal utility of wealth. This makes it possible to

test whether preferences are time-separable, but it shrouds the dynamics of interest in an unobservable

variable. As an alternative to dealing with the (expected) marginal utility of wealth, Browning suggests

a way to use total expenditure; but this will still obscure the effects of future prices.

Becker, Grossman, and Murphy (1994; henceforth "BGM") take yet another approach to modeling

habits empirically: they abandon the quest for traditional solved-out demands and rely instead upon

something akin to an Euler equation. Their model incorporates short-memory habits by introducing one

lag of consumption to the utility function. Given quadratic utility, there is then a linear relationship

between current, past, and future consumption:

ct = θct−1 + βθct+1 + θ1pt + θ2et + θ3et+1 (1)

where c is consumption, p is the price, and et and et+1 are "shift variables" incorporating such things as

income. Like Browning (1991), BGM thus roll up any effect of future prices into one variable. For BGM,

this variable is lead consumption. Of course, lead consumption is clearly not exogenous: consumers

choose ct and ct+1 simultaneously, and causality goes both ways. BGM address this problem by using
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prices as instruments for lag and lead consumption, thereby channeling the effect of future prices through

ct+1. Instrumenting in this way, however, imposes a linear relationship between the instruments and past

and future consumption; unfortunately, BGM’s model does not offer a structural relationship between

prices and consumption. Moreover, as Auld and Grootendorst (2004) point out, estimating this variety

of model is likely to yield spurious support for rational habits, especially when using aggregate data to

examine persistent consumption.

4 A Simplified Theoretical Model of Rational Habits

Ideally, a single model would both guide our intuition about rational habits’ effects on behavior and

provide an empirical framework for estimation. As the preceding discussion of the literature suggests and

as I will shortly demonstrate, however, there is no easy way to satisfy both these roles simultaneously:

even vast theoretical simplifications fail to yield estimable demand functions. Instead, I will build a

simple theoretical model and use this to sketch habits’behavioral implications, then move on to a model

that is empirically tractable.

To build a model that provides intuition about how habits influence consumers’behavior, we must

first devise a scheme by which past behavior influences current preferences. Either a HAD or a short-

memory approach will accomplish this, and in fact both can be nested within a broader model. Roughly

following Spinnewyn (1981) and Browning (1991, App. A), I let consumers’utility for gasoline depend

upon the adjusted quantity gt:

gt = gt − δgsgt − γg (2)

where gt is the quantity of gasoline consumed in period t, δg and γg are constant parameters, and sgt is

a gasoline habit-stock variable. This habit-stock decays over time and is replenished with each period’s

consumption:

sgt = αgt−1 + (1− α)sg,t−1, 0 ≤ α ≤ 1 (3)

The appropriate choice of α will allow us to recover either a short-memory (α = 1) or a HAD model

(α = 1
1−δg ).

Whereas α controls the duration of habits, δg adjusts their strength. If δg = 0, then gt = gt − γg,
and there are no habits: only contemporary consumption enters into the agent’s utility function in any

period. As δg increases, the effect of the habit-stock on the reference quantity gt grows, and preferences

depend more and more on past consumption.

With this habit-producing reference quantity in place, we can now set up the problem. Let the agent’s

consumption bundle consist of two goods: gasoline, g, and all other consumption, c. For simplicity, let c

be non-habit-forming, so that utility in any period t is ut = u (gt, ct). The agent’s goal is to maximize a

weighted sum of present and expected future utility subject to some set of budget constraints. To allow

further progress, I now make several broad simplifying assumptions.

Uncertainty and Expectations: First, I assume that the agent has perfect knowledge of future
prices and income– or at least that he behaves as if he does, forming expectations and acting as if

they were certain. This assumption is drastic, but it has considerable precedent: Spinnewyn (1981),

for example, assumes "deterministic expectations about future unknown parameters," and Becker and

Murphy (1988) make the same assumption implicitly. More realistic treatment of uncertainty swiftly

renders the optimization problem at hand unwieldy, and fortunately the model yields useful intuition

even without this complication.
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Agent’s Horizon: I assume a finite horizon, T . In fact, three periods will be enough to allow us to
compare the effects of transitory and permanent price changes.

Budget: If consumers can borrow and save across periods, then an increase in tomorrow’s gasoline
price will have two effects: a rational-habit effect that reduces today’s gasoline consumption, and an

intertemporal substitution effect as consumers substitute cheap gasoline today for expensive gasoline

tomorrow. Since I am interested chiefly in the former effect, I isolate it by banning borrowing and saving

across periods. The consumer’s budget in any period t is therefore given by

pgtgt + pctct ≤ yt (4)

where yt is period-t income and pgt and pct are the prices, respectively, of gasoline and other consumption.

Given these assumptions, the problem faced by a consumer with discount factor β is thus

Max
g1,c1,g2,c2,g3,c3

U =

T∑
t=1

βt−1u (gt, ct)

s.t. pgtgt + pctct ≤ yt ∀ t

gt ≥ 0, ct ≥ 0 ∀ t (5)

I will further assume Cobb-Douglas utility of the form ut = θ ln gt + (1− θ) ln (ct − γc).
Even these simplifying assumptions fail to bring closed-form, analytical solutions for the optimal

consumption bundles into reach; and so simulation offers a simple way to sketch the model’s implications.

Choosing parameter values,2 I solve the agent’s utility-maximization problem under three gasoline price

regimes: constant prices, a temporary 10% price increase, and a permanent 10% price increase. The price

of other consumption, pct, is kept constant across all periods and price regimes.

The results of this simple simulation are illustrated in Figure 1, which plots the percent change in

optimal first-period gasoline consumption (with respect to the constant-price scenario) versus the strength

of habits, δg. Even before a price change actually occurs, habits shape the agent’s demand: as the figure

clearly demonstrates, habits drive the agent to reduce period-1 gasoline consumption in response to a

price increase in period 2. This preemptive reduction in gasoline use increases as gasoline becomes more

habit-forming, from no response when δg = 0 to larger and larger responses as δg approaches 1. For all

δg > 0, moreover, a permanent increase in the future price of gasoline depresses current demand more

than a temporary increase does; and this difference, too, increases with the strength of the gasoline habit.

This model, simple as it is, thus provides several insights into how habits may shape gasoline demand.

In particular, it suggests that if gasoline is habit-forming, people

• will reduce their current gasoline consumption in response to anticipated future increases in the
gasoline price (and similarly, will increase their current consumption in response to future price

decreases),

• will reduce their current gasoline consumption more in response to a future price increase that is
permanent than to a future price increase that is temporary, and

2θ = 0.4; β = 0.99; α = 0.01; γg = γc = −100; y1 = y2 = y3 = 100; sg0 = 30; go = 3; pc1 = pc2 = pc3 = 1.
Constant-gasoline-price scenario: pg1 = pg2 = pg3 = 1. Temporary price increase: pg1 = 1, pg2 = 1.1, pg3 = 1. Permanent
price increase: pg1 = 1, pg2 = pg3 = 1.1.
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Figure 1: First-period demand response to future price increases vs. δg

• will exhibit a sensitivity to the distinction between temporary and permanent price changes that
rises with the strength of their habits.

5 Empirical Models

As Browning (1991) has shown, the demand functions of forward-looking consumers with habits will

depend either on one lag of consumption and all future prices (if the habits are short-memory) or on

infinite lags of consumption and one lead price (in the HAD case). The effects of these lagged and lead

variables will diminish as their distance from the current period decreases, so in practice we can truncate

them in order to construct a finite approximation to rational-habits demand functions.

This suggests an empirical model in which lagged consumption and lead price are introduced into a

static demand model:

git = αgi,t−1 + β1yit + β2pit + β3pi,t+1 + β4t+ εit (lead price model)

where g is log per-capita gasoline consumption, p is the log real retail price of gasoline, y is log real

per capita income, and (since I’ll be examining an annual U.S. state panel) i and t denote state and

year. This model could be interpreted equally well as an HAD-style demand with truncated lags of

consumption or a short-memory demand with truncated leads of price.3 The trend t is included to allow

for effi ciency-improving technology, which might otherwise mask the effects of generally-increasing real

income; and the error term εit is comprised of an unobserved state effect, ηi, and idiosyncratic error, vit.

3With further lags of consumption or leads of price, this empirical model could be made to more closely resemble a
theoretical rational-habits model. I have, in fact, also examined a model with two lags of consumption, but the inclusion
of the second lag makes little difference to short- or long-run price or income effects. The inclusion of further lead prices,
meanwhile, is precluded by the diffi culty of identifying (expected) future prices.
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The idiosyncratic error is assumed to be distributed independently across time, i.e. E [vitvis] = 0 ∀ t 6= s.

Although both Browning (1991) and the simplified theoretical model of Section 4 consider a certain

world, in practice gasoline prices are far from certain. Since consumers do not know future prices, they

can respond only to their expectations thereof. To account for this limited knowledge when estimating

the lead price model, I instrument for the t+1 price using only information available at t. This manner of

instrumenting essentially transforms pi,t+1 into a forecasted price and β1 into the elasticity with respect

to this forecast.

The evolution of future gasoline prices is not easily predictable, however; and so the manner in which

consumers form their expectations will itself affect demand. In fact, the retail gasoline price lumps

together two components that behave differently and that consumers should regard differently: the tax

and the before-tax price. The tax is not subject to the whims of the market, as both the federal tax and

most state taxes are fixed legislatively at a cents-per-gallon level rather than a percentage. The before-

tax price, meanwhile, is determined largely by the caprice of the crude-oil market and unpredictable

downstream shocks. If consumers perceive the real tax, with its autocorrelation coeffi cient of 0.93, to be

a more important forecasting tool than than the real before-tax price, with its autocorrelation coeffi cient

of 0.89,4 then their demand may weight the future tax component more heavily than the future before-tax

component.

Allowing consumers to make this distinction between components of the lead price gives rise to a

more informative model. To divide the log price into tax and before-tax components, let us call the

(non-logged) real price level P , the real dollars-per-gallon tax level Tax, and the real before-tax price

BeforeTax:

Pit = Taxit +BeforeTaxit (6)

=

(
1 +

Taxit
BeforeTaxit

)
BeforeTaxit

Taking logs,

pit = ln

(
1 +

Taxit
BeforeTaxit

)
+ lnBeforeTaxit (7)

= ln(1 + τ it)︸ ︷︷ ︸
tax component

+ lnBeforeTaxit︸ ︷︷ ︸
before-tax component

where τ it ≡ Taxit
BeforeTaxit

. Substituting these components for pi,t+1, and allowing each component to take

a different coeffi cient, results in my preferred model:

git = αgi,t−1 + β1yit + β2pit + β5 ln(1 + τ i,t+1) + β6 lnBeforeTaxi,t+1 + β4t+ εit

(lead price components model)

6 Estimation

To estimate the empirical models, we must address several issues: the endogeneity of prices, the inclusion

of future prices, and dynamic-panel concerns.

4These autocorrelations assume a model of the form Xit = ρXi,t−1 + ηi + vit and use difference GMM with lags 2
through 4 as instruments.
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6.1 Instruments for Price

Because price and consumption are determined simultaneously, we should expect the (before-tax) price

of gasoline to be endogenous– that is, E [pitvit] 6= 0. This endogeneity would be inconsequential in data

on individual consumers; but with state-aggregated consumption, it is likely to bias the coeffi cients on

the price variables toward 0. The natural recourse is to find instruments for the price variables that are

independent of the idiosyncratic error vit. Two obvious instrument candidates are the crude oil price and

the tax level.

Crude oil is, of course, the main input into the production of gasoline, and as Figure 2 illustrates, it is

highly relevant. As long as individual state demands have only a negligible effect on the world crude-oil

market, moreover, the price of crude should be uncorrelated with the error term vit. This exogeneity

cannot necessarily be taken as a given. Texas, for example, burned through more than 6.5 million gallons

of gasoline per day in 2003 (EIA b), the production of which required about 0.35% of the world’s daily

production. A potentially greater problem could arise if demand shocks were correlated across states.

Fortunately, specification tests later on confirm that in empirical reality, the crude oil price is a reasonably

good instrument.

Figure 2: Gasoline and crude oil prices over time
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The other instrument, the tax level (plotted in Figure 3), is a major source of price variation within

the U.S., both across states and across time. Since federal and most state taxes are levied in nominal

cents per gallon and not as a percentage,5 taxes should– barring demand-driven political pressure on the

tax level– be a valid instrument. Note that political pressure on tax levels does not in general threaten

taxes’validity as an instrument: for such a threat to arise, demand shocks would have to induce price

5Empirically, I treat sales tax (levied as a percentage) as part of the before-tax price. Such a tax is only charged by
seven of the states in my sample.
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changes that then created (or relieved) political pressure on tax levels. Although studies such as Goel and

Nelson’s (1999) have uncovered evidence that gasoline prices influence gasoline taxes, with higher prices

putting downward pressure on tax levels, these higher prices are likely to have arisen from changes on the

gasoline-supply side. Taxes’exogeneity is unlikely to be compromised, and overidentifying restrictions

tests do not suggest otherwise.

Figure 3: Real state gasoline taxes
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To engineer a reasonable fit, recall that log prices break down into tax and before-tax components

according to the decomposition in (7). For the before-tax component, an obvious instrument is the log of

the real crude oil price, ln pcrude,t. To create an instrument that fits the tax component (which contains

the endogenous before-tax price), I begin by predicting before-tax prices ( ̂BeforeTaxit) based on a fixed-

effects regression of state-specific before-tax prices on the national crude oil price. This should remove

the endogenous portion of the before-tax price. I then define the tax instrument as

TaxIVit = ln

(
1 +

Taxit
̂BeforeTaxit

)
(8)

6.2 Future Prices and Price Components

As discussed in Section 5, I instrument for future prices and price components using only information

available in the contemporary period. In both the lead price and the lead price components models, I

use as outside instruments the current and first (GMM) or first two lags (least squares) of the tax and

crude-price instruments. Instrumenting in this way effectively transforms the lead price variables into

forecasts, with the implication that consumers are basing their expectations of the future on what has

happened in the recent past.
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6.3 Dynamic Panel Concerns

The inclusion of lagged consumption as a regressor introduces an endogeneity problem. By definition,

gi,t−1 is positively correlated with the unobserved state fixed effect ηi. This fixed effect ηi is part of the

error term in all periods, including the present, so gi,t−1 (and, similarly, gi,t−2) will be correlated with

the current error term εit.

For within-groups estimators, this correlation will manifest itself in a downward bias on α, the coef-

ficient on gi,t−1. The size of this bias increases in α, becoming worse for more autoregressive processes;

but decreases in T– that is, the within-groups estimator is consistent as T −→ ∞. Nickell’s (1981)

derivation of this bias in an AR(1) with no outside regressors suggests that, if α = 0.7 and T = 20, α̂

is biased downward by around 0.09. The inclusion of outside regressors worsens this bias (Nickell 1981),

so– very loosely– we might think of 0.09 as the minimum bias in the present application.

To put an upper bound on α, and therefore an upper bound on the bias in a within-groups estimator,

it is useful to note that a pooled OLS estimate of α will be biased upward (Bond 2002). Pooled estimators

can therefore be used to establish the maximum plausible value of α and rule out the possibility that

α = 1, which would have troubling implications for the dynamics of consumer behavior. Indeed, pooled

estimates of the lead price and lead-price-components models reveal stable behavior, with α̂pooled safely

below 1.6

To directly address the endogeneity of lagged consumption, we could turn to dynamic-panel GMM

techniques. These techniques build on Anderson and Hsiao’s (1981) suggestion to take first differences,

then use the twice-lagged dependent variable, in this case gi,t−2, as a 2SLS-style instrument for ∆gi,t−1.

Difference GMM, suggested by Holtz-Eaken, Newey, and Rosen (1988) and developed by Arellano and

Bond (1991), draws on the fact that further lags of consumption are also orthogonal to the differenced

error term. Provided the idiosyncratic errors vit are serially uncorrelated, we can rely on the moment

conditions

E [gi,t−k∆εit] , k = 2, ..., T (9)

The sample analogue of these moment conditions can be used to construct a GMM estimator that is

consistent in small-T, large-N situations. (Blundell and Bond 1998)

Although the difference GMM estimator is consistent, however, its small-sample behavior may be less

than desirable– especially when applied to a process that is highly persistent. A persistent process renders

lagged consumption a weak instrument for differenced consumption, as yesterday’s consumption level

provides little information about the evolution in consumption today. Difference GMM, which relies on the

correlation between gi,t−1 and∆git, will therefore produce a biased estimator; and indeed this is confirmed

in Monte Carlo studies by Alonso-Borrego and Arellano (1999) and Blundell and Bond (1998). These

studies demonstrate a downward bias in difference GMM estimates of the autoregressive coeffi cient in an

AR(1) process, which increases in severity as the true value of the autoregressive parameter approaches

1.

The weak-instrument problem when α is near 1 can be mitigated by the introduction of extra "system

GMM" moment conditions. This approach, developed by Arellano and Bover (1995) and Blundell and

Bond (1998), uses lagged differenced consumption as an instrument for the current level of consumption.

In a highly-persistent process, past evolutions in the dependent variable are useful in predicting the

6Lead price model: α̂pooled = 0.935 (se 0.016); lead price components model: α̂pooled = 0.926 (se 0.017).
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current level of the dependent variable, and so the moment conditions

E [εit∆gi,t−1] = 0 (10)

or equivalently

E [ηi∆gi,t−1] + E [vit∆gi,t−1] = 0 (11)

will be especially helpful when α is near 1.

To use these additional moment conditions, we must make a further assumption. By the prior as-

sumption that the vit are serially uncorrelated, the second term in (11) is 0; and so we must now further

assume that E [ηit∆gi,t−1] = 0, or E [ηitgi,t−1] = E [ηitgi,t−2]. That is, we must be willing to assume

that the correlation between the unobserved state fixed effect ηi and the level of consumption git is con-

stant over time. Equivalently, we might think of the additional necessary assumption as a stationarity

restriction on the initial condition for g: that is, given our prior assumptions, it is enough to assume that

first-period consumption’s deviation from its long-run equilibrium is independent of the state fixed effects

ηi. (Blundell and Bond 1998) This will be satisfied as long as those initial deviations from equilibrium

are random across states– and there seems to be little reason to suspect otherwise, as 1989 did not herald

major state-specific disruptions in the long history of state gasoline demands.

Although system GMM addresses the endogeneity of lagged consumption, it does so at a considerable

cost of precision. Indeed, system GMM turns up no statistically-significant income effects– and its

estimates of α appear, moreover, to be on the high end of plausibility. Given this trade-off, the superior

estimator in this case seems to be fixed-effects 2SLS, with its known but small dynamic-panel bias.

For interest’s sake, I do report system GMM estimates along with the preferred, fixed-effects 2SLS

estimates. Moment conditions for the system GMM estimator are spelled out in Table 1. "IV-style"

moments impose the outside instruments for current and future gasoline prices; "differences", the differ-

ence GMM moment conditions; and "levels", the additional system GMM moment conditions. I rely on

the two-step version of the GMM estimator, which is asymptotically effi cient, and apply the Windmeijer

(2005) correction to counteract the downward bias7 of the two-step standard errors. As the abundance

of available instruments may lead to overfitting, as well as weaken certain specification tests (Roodman

2006, 2007), I limit the depth of lags used as instruments to 4.8 All estimation has been performed in

Stata, with Roodman’s (2011) xtabond2 used for GMM estimation and Schaffer’s (2010) xtivreg2 used

for least-squares.

7 Data

My data set is a U.S. state-level panel for the years 1989 through 2008. I use aggregate state consumption

and state pre-tax prices for all grades of motor gasoline; the price is therefore a volume-weighted average

over the various grades. Although the consumption data includes gasoline sold to firms, the focus on

gasoline rather than diesel effectively excludes much of the fuel used by transport and distribution firms.

For the price of crude oil, I use the spot price of the West Texas Intermediate (WTI) stream. The WTI

is used to orient the valuation of other U.S. streams (EIA a) and should provide a good representation

of the crude price faced nationally. To make intuition easier, I divide the crude price per barrel by 22 in

7This problem is noted in Arellano and Bond (1991) and further examined in Blundell and Bond (1998, App. A).
8Roodman (2007) also outlines a way to reduce the instrument count by "collapsing" blocks within the instrument

matrix. This method exploits the information from more lags, but it implies slightly different moment conditions; and some
versions of the empirical models were sensitive to the change.
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Table 1: System GMM moment conditions and assumptions

Lead price model:
git = αgi,t−1 + β0pit + β1pi,t+1 + β2yit + εit

Lead price components model:
git = αgi,t−1 + β1yit + β2pit + β5 ln(1 + τ i,t+1) + β6 lnBeforeTaxi,t+1 + β4t+ εit

Note on error components: εit = ηi + vit,
with the assumption E [vitvis] = 0 ∀ t 6= s

IV-style instruments

• For the model in differences: E

∆wit ∆εit︸︷︷︸
=∆vit

 = 0

• For the model in levels: E [witεit] = 0
where wit denotes, in turn, TaxIVit, TaxIVi,t−1, ln pcrude,t and ln pcrude,t−1

Assumptions:
• Each instrument correlated with the price and the lead price:

E [witpit] 6= 0, E [witpit+1] 6= 0
• Each instrument uncorrelated with the idiosyncratic error:

E [witvit] = 0
Additional assumption for the model in levels:
Each instrument w uncorrelated with the state fixed effects ηi.

GMM-style instruments
• For the model in differences:

E

gi,t−k ∆εit︸︷︷︸
=∆vit

 = 0, k ≥ 2

(restricted to k = 2, 3, 4 to reduce overfitting)
Assumptions:
E [vit] = E [vitvis] = 0 ∀ t 6= s
(No serial correlation in the idiosyncratic error term vit.)
• For the model in levels:

E

 εit︸︷︷︸
=ηi+vit

∆gi,t−1

 = 0

Additional assumptions:
E [∆gitηi] = 0 ∀ i, t
(That is, E [gitηi] constant over time.)
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order to approximate the price per gallon of gasoline yielded.9 The same crude price, it should be noted,

is used for all states; and so substituting time dummies for the model’s linear trend would render the

crude price redundant.

Gasoline taxes are levied both by the U.S. federal government and by the states. The federal tax, set

legislatively at a cents-per-gallon rate, changed only four times during the sample period. An appropriate

record of state tax rates, meanwhile, is not readily available: the Federal Highway Administration pub-

lishes the rates that prevailed on December 31 or January 1 of the corresponding year, but these rates

may or may not represent the rate that prevailed throughout most of the year. To calculate annual tax

rates, I have researched each state’s tax history separately, compiling a list of all tax changes and the

dates on which they took effect. As the "annual" tax rate, I use a time-weighted average of the rates

prevailing through the year.

In a few states, it is diffi cult to compile a history of the gasoline tax rate because the state has

introduced mechanisms to adjust the tax frequently and non-legislatively. Records of these many changes

are sparse. The non-legislative mechanisms used to adjust the tax may, moreover, be affected by demand–

and this could compromise taxes’exogeneity. Because of these non-legislative mechanisms, I am forced

to drop Connecticut, Nebraska, New York, and North Carolina from the panel.

I am also forced to drop several other states. Florida is omitted because it allows individual counties

to levy their own gasoline taxes– a privilege that many counties exercise. Alaska, Hawaii, and California

and omitted because their gasoline supplies are cut off from those of the rest of the country– Alaska and

Hawaii by geography, California by state environmental policy. These omissions leave the panel with 42

states.

8 Results

Results of the GMM and the preferred least-squares estimation are reported in Tables 2 and 3, respectively.

8.1 GMM Results

As previously remarked, the system GMM estimates are unsatisfactory: α̂, the coeffi cient on lagged con-

sumption, looks suspiciously high; income effects are non-existent; and even the trend has no statistically-

significant effect. We are better off working with the least-squares assumptions than with the GMM as-

sumptions. It is worth noting, however, that even by the GMM estimate, the effect of the contemporary

tax component (Table 2, column 4) is twice that of the contemporary before-tax component of price; and

the difference between their coeffi cients is statistically significant (p = 0.023).

That the system GMM estimates of α are so close to 1 is disconcerting and raises concerns about

system GMM’s suitability to this application, but it is not surprising. System GMM appears to suffer an

upward small-sample bias when applied to an AR(1)-type model with an autoregressive parameter near

1 (Blundell and Bond 1998, Table 2). A similar small-sample effect may be influencing the system GMM

estimates of α.

To gauge whether the system GMM assumptions I’ve employed are in fact appropriate, I report the

results of a Hansen test for the joint validity of all the moment conditions, as well as a difference-in-

Hansen test for the validity of the IV-style instruments. For all models, both of these tests fail to reject

the moments’validity. Given that the p-values for the Hansen tests are very high, however, we may worry

9A barrel is equivalent to 42 gallons, of which about 51% is processed into gasoline (California Energy Commission 2005).
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that many instruments have rendered the tests weak (Roodman 2006, 2007). Somewhat reassuringly, if

we halve the instrument count to about 40 by using only gi,t−1 as a GMM-style instrument for the model

in differences, the tests still fail to reject, with p-values for the Hansen tests ranging between 0.2 and

0.4. These tests may still be weakened by overfitting. When Roodman’s (2007) method of collapsing

the instrument matrix is used to reduce the instrument count by another factor of two, to 22 (for the

standard and price components models) or 24 (for the lead price and lead price components models), the

p-values for the Hansen tests plummet to 0.05 to 0.1. It is not entirely clear, however, whether collapsing

the instrument matrix reveals a problem with the moment conditions or creates it.

One further specification test, the Arellano-Bond test for serial correlation in vit, is presented in Table

2. Serial correlation in vit would render one or more of the recent lags of consumption used as difference

GMM instruments invalid, but the Arellano-Bond tests do not yield any cause for concern about serial

correlation in vit.10

8.2 Least-Squares Results

In contrast to system GMM, two-stage least squares yields reasonable estimates of α, plausible income

effects, and the expected (if not highly statistically-significant) downward time trends. The least-squares

estimator offers transparency, moreover, in affi rming the fit and validity of the price instruments; and I

can demonstrate my results’robustness to the suspected small-sample bias in α̂.

To establish that the price instruments do a good job of identifying the price variables, Table 3 reports

weak-instruments tests, and Table 4 reports several first-stage test results for each regression’s price

variables. The weak-instruments test statistic is a heteroskedasticity-robust version of Stock and Yogo’s

(2005) test,11 and for every model it overwhelmingly rejects that a weak-instruments problem causes even

a 5% bias in the estimator. Although the quoted critical values are not heteroskedasticity-robust, the

first-stage F statistics for each individual price variable provide further confirmation that the instruments

are, indeed, strong. More interesting than the overall identification of the price variables, however, is

the strength of their identification relative to one another. As we would expect, the contemporary price

(with a first-stage R2 of 0.97) is better-identified than the lead price (for which the first-stage R2 falls to

0.57) or the lead price components (0.66 for tax, 0.60 for before-tax). The lead tax component, moreover,

is slightly better-identified than the lead before-tax component of price: as hypothesized, currently-

available information produces better forecasts of future taxes than of future before-tax prices. This

apparent difference in the price components’forecastability cannot be an illusion driven by a tendency

for the price instruments to fit the tax component better than the before-tax component, for indeed the

contemporary price components are equally well-identified (with R2s of 0.96 and 0.97, respectively).

To examine the price instruments’exogeneity, I report an overidentifying restrictions test (Hansen J

statistic) for all the instruments jointly. For no model does the test reject the instruments’validity– the

lowest p-value, for the lead price model, is 0.10; and the p-value for the preferred lead price components

model is 0.27. I am relatively confident that taxes are exogenous, moreover; and with taxes as an anchor,

the tests’failure to reject gives me added confidence that the price instruments are in fact exogenous (i.e.

that the test does not fail to reject because all the instruments are similarly endogenous).

The least-squares estimates of the models laid out in Section 5 offer pronounced, though not thoroughly

unambiguous, evidence that rational habits shape gasoline demand. The ambiguity arises from the lead

price model, where pt+1 appears to have no effect on demand. It could be that the lead price appears

10For technical details of the test, see Arellano and Bond (1991, p. 282 and Appendix).
11See Baum, Schaffer, and Stillman (2007).
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Table 2: System GMM results

(1) (2) (3) (4)
Dependent: gt Lead Lead Price Price

Standard Price Components Components

gt−1 α 0.986** 0.976** 0.937** 0.932**
(0.0280) (0.0273) (0.0445) (0.0436)

[0.000] [0.000] [0.000] [0.000]

yt β1 -0.0163 0.000355 -0.00623 -0.000307
(0.0585) (0.0595) (0.0566) (0.0616)

[0.782] [0.995] [0.913] [0.996]

pt β2 -0.0556** -0.0861** -0.0858**
(0.0119) (0.0117) (0.0128)

[0.000] [0.000] [0.000]

pt+1 β3 0.0432*
(0.0161)

[0.011]

ln(1 + τ t+1) β5 -0.0731
(0.103)

[0.482]

ln(BeforeTaxt+1) β6 0.0180
(0.0302)

[0.554]

ln(1 + τ t) β7 -0.238**
(0.0810)

[0.005]

ln(BeforeTaxt) β8 -0.102**
(0.0253)

[0.000]

trend β4 0.00145 0.000566 0.000239 0.000982
(0.00106) (0.00109) (0.00119) (0.00114)

[0.181] [0.606] [0.842] [0.395]

Instrument count 72 74 74 72

Arellano-Bond test, -0.699 -0.802 -0.871 -0.758
AR(2) [0.485] [0.423] [0.384] [0.448]

Hansen test, 39.55 (67) 38.75 (68) 39.53 (67) 38.77 (66)
all inst. (df) [0.997] [0.998] [0.997] [0.997]

Diff-Hansen test, 0.64 (2) 3.13 (4) 3.17 (4) 0.37 (2)
IV-style (df) [0.725] [0.536] [0.531] [0.830]

N = 42, T = 20
Standard errors with Windmeijer correction in parentheses; p-values in brackets.

** p<0.01, * p<0.05, + p<0.1

16



Table 3: Least-squares results

(1) (2) (3) (4)
Dependent: gt Lead Lead Price Price

Standard Price Components Components

gt−1 α 0.783** 0.785** 0.787** 0.779**
(0.0287) (0.0290) (0.0290) (0.0288)

[0.000] [0.000] [0.000] [0.000]

yt β1 0.173** 0.164** 0.150** 0.170**
(0.0461) (0.0448) (0.0492) (0.0455)

[0.000] [0.000] [0.002] [0.000]

pt β2 -0.0727** -0.0811** -0.0545*
(0.00889) (0.0191) (0.0244)
[0.000] [0.000] [0.026]

pt+1 β3 0.0148
(0.0248)

[0.550]

ln(1 + τ t+1) β5 -0.292+
(0.175)
[0.096]

ln(BeforeTaxt+1) β6 -0.0852
(0.0622)
[0.170]

ln(1 + τ t) β7 -0.216*
(0.0849)

[0.011]

ln(BeforeTaxt) β8 -0.107**
(0.0225)

[0.000]

trend β4 -0.00142 -0.00149 -0.00157 -0.00165+
(0.000926) (0.000994) (0.00107) (0.000932)

[0.126] [0.135] [0.143] [0.077]

R2 0.684 0.690 0.676 0.685

Weak instruments testa 2917.501 58.980 27.506 966.470
5% critical valueb 19.28 15.72 12.20 15.72

Overidentifying 8.441 7.682 3.897 4.939
restrictions testc [0.1336] [0.1039] [0.2728] [0.2937]

N = 42, T = 20 (19 years available for (1) and (4), 18 for (2) and (3))
Robust standard errors in parentheses; p-values in brackets.

** p<0.01, * p<0.05, + p<0.1

aKleibergen-Paap rk Wald F statistic
bStock-Yogo weak ID test critical value
cFor all instruments jointly. Hansen J statistic ∼ χ2 (5) for standard model,
χ2 (4) for lead price and price components, χ2 (3) for lead price components.
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Table 4: Fit of first-stage price (component) regressions

First-stage First-Stage Shea’s
F∗ R2 Partial R2

Standard Model
pit 2917.50 0.9710 0.9710

Lead Price Model
pit 2883.52 0.9710 0.4556
pi,t+1 163.75 0.5713 0.2681

Lead Price Components Model

pit 2883.52 0.9710 0.2894
ln(1 + τ t+1) 175.64 0.6600 0.2468
ln(BeforeTaxt+1) 175.68 0.5985 0.1579

Price Components Model
ln(1 + τ t) 2039.05 0.9629 0.9050
ln(BeforeTaxt) 2944.37 0.9702 0.9119

∗F(6, 688) for lead price and price components;
F(6, 696) for standard and price components models.

irrelevant because consumers are, indeed, myopic. It could also be that the lead price appears irrelevant

because future gasoline prices are hard to predict, and the forecasts upon which consumers base their

behavior are not well-matched by the forecasts implicit in the 2SLS estimator.

The latter explanation is bolstered by the results for the lead price components model: when the lead

price is separated into its tax and before-tax components, the effect of the lead tax component is negative

and statistically significant at the 10% level. The lead before-tax price also takes a negative coeffi cient,

but this is smaller in magnitude and not statistically-significantly different from 0. When deciding their

gasoline consumption, these results suggests, consumers do take the future into account; and they put

more weight on the relatively-reliable component of the price. In fact, consumers put more weight on the

future tax component alone (and on the future components together) than they do on the current total

price– by a factor of five. Although the difference is not statistically significant, it is certainly possible

that consumers are more concerned about the future than they are about the single present period.

To further the case that gasoline prices’reliability matters, the fourth column of Table 3 reports results

for a model that excludes future prices but splits the current price into tax and before-tax components:

git = αgi,t−1 + β1yit + β7 ln (1 + τ it) + β8 lnBeforeTaxit + β4t+ εit (price components model)

This model is estimated using the same price instruments as the other models. Consistent with a story

in which consumers have a rational habit for gasoline and therefore react more strongly to longer-lasting

price changes, the estimated elasticity with respect to tax-driven price changes (β̂7) is twice the elasticity

with respect to the before-tax price (β̂8). The difference is statistically significant (p = 0.02). The

elasticity with respect to tax-driven price changes is, moreover, three times the standard total-price
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elasticity (column 1). Using the standard price elasticity to project consumers’response to a tax hike

will result, therefore, in a drastic underprojection of the contraction in gasoline consumption.

All the elasticities discussed up to now have been short-run, but for practical purposes the long-run

dynamics are just as interesting, if not more so. Long-run elasticities, calculated as short-run elasticity
1−α̂ ,

are reported in Table 5. With α̂ at about 0.8, the long-run elasticities are about five times the short-run

elasticities. We can think of the long-run lead-price(-component) elasticity as the long-run response to a

change in consumers’expectation of the price (component). Given this interpretation, our best guess at

the elasticity with respect to a tax-driven price change that occurs this year, and that is expected to carry

over to next year, is β̂5+β̂6
1−α̂ , or −1.6. Expectations of the future affect not only the short-run dynamics of

the response to a price change, but the new equilibrium level to which consumption ultimately adjusts.

And as the price components model suggests, the ultimate adjustment to a price change will be twice as

great if that price change is induced by taxes than if it is driven by the fluctuating market.

Table 5: Long-run gasoline demand elasticities implied by least-squares estimates

(1) (2) (3) (4)
Lead Lead Price Price

Standard Price Components Components

Income, 0.799 0 .762 0.702 0.769
yt (0.204) (0.198) (0.222) (0.197)

Price, -0.335 -0.377 -0.255
pt (0.0566) (0.0921) (0.114)

Lead Price, 0.0689
pt+1 (0.114)

Lead Tax, -1.369
ln(1 + τ t+1) (0.844)

Lead Before-Tax, -0.399
ln(BeforeTaxt+1) (0.299)

Current Tax, -0.978
ln(1 + τ t) (0.380)

Current Before-Tax, -0.485
ln(BeforeTaxt) (0.107)

Robust standard errors in parentheses.

These long-run elasticities depend, of course, on α̂, which we suspect 2SLS to estimate with a slight

downward bias. A downward bias on α̂ will obviously affect the translation from short-run to long-run

effects, potentially dampening long-run elasticities; but a more worrisome possibility is that α̂ may affect

estimates of other coeffi cients. Fortunately, this is a possibility easily tested. Table 6 reports estimates

of the preferred lead price components model when α is defined over a range of values and only the

remaining parameters are estimated. The value of α turns out to have little effect on the short-run price

(component) elasticities: whether α is 0.6 or 0.99, the elasticity with respect to the tax-driven price is
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several times the elasticity with respect to the before-tax price. Clearly, a possible small-sample bias in

α̂ does not drive the evidence for rational habits. The only effect of a higher α̂ would be to very slightly

dampen short-run responsiveness while exaggerating long-run effects. If α̂ is biased downward, the true

long-run effect of (anticipated) price (components) will only be greater than the least-squares estimates.

Table 6: Setting α in the lead price components model

Dependent: gt α = 0.6 α = 0.7 α = 0.8 α = 0.9 α = 0.95 α = 0.99

gt−1 α 0.6 0.7 0.8 0.9 0.95 0.99
(defined) (defined) (defined) (defined) (defined) (defined)

yt β1 0.227** 0.185** 0.144** 0.103* 0.0821+ 0.0656
(0.0487) (0.0474) (0.0472) (0.0482) (0.0490) (0.0499)

[0.000] [0.000] [0.002] [0.033] [0.094] [0.189]

pt β2 -0.0672** -0.0602* -0.0531* -0.0461+ -0.0426+ -0.0397
(0.0248) (0.0242) (0.0242) (0.0248) (0.0253) (0.0258)

[0.007] [0.013] [0.028] [0.063] [0.092] [0.123]

ln (1 + τ t+1) β5 -0.320+ -0.307+ -0.293+ -0.279 -0.273 -0.267
(0.182) (0.176) (0.176) (0.180) (0.184) (0.188)

[0.078] [0.082] [0.095] [0.121] [0.138] [0.155]

ln (BeforeTaxt+1) β6 -0.0758 -0.0814 -0.0871 -0.0927 -0.0955 -0.0978
(0.0641) (0.0623) (0.0622) (0.0637) (0.0650) (0.0664)

[0.237] [0.191] [0.161] [0.146] [0.142] [0.141]

trend β4 -0.00356** -0.00249* -0.00142 -0.000351 0.000185 0.000613
(0.00114) (0.00108) (0.00105) (0.00106) (0.00108) (0.00110)

[0.002] [0.021] [0.176] [0.741] [0.864] [0.579]

Implied long-run elasticities
yt

β1
1−α 0.567 0.618 0.721 1.028 1.642 6.557

(0.122) (0.158) (0 .236) (0.482) (0.981) (4.991)

pt
β2

1−α -0.168 -0.201 -0.266 -0.461 -0.851 -3.973
(0.062) (0.081) (0.121) (0.248) (0 .506) (2.577)

ln (1 + τ t+1) β5
1−α -0.801 -1.022 -1.465 -2.795 -5.454 -26.726

(0.454) (0.587) (.878) (1.801) (3.681) (18.801)

ln (BeforeTaxt+1) β6
1−α -0.190 -0.271 -0.435 -0.927 -1.910 -9.776

(0.160) (0.208) (0 .311) (0.637) (1.301) (6.638)

N = 42, T = 20 (18 years available for estimation)
Robust standard errors in parentheses; p-values in brackets.

** p<0.01, * p<0.05, + p<0.1

To put my estimates into the context of the greater gasoline-demand literature, it will be helpful

to consider the estimates of the "standard" partial-adjustment model reported in column 1 of Table 3.

Estimating this standard model yields an income elasticity of 0.17 in the short run and 0.80 in the long

run. Although this short-run income elasticity is considerably slower than the median of 0.42 observed in

Graham and Glaister’s (2004)12 survey, the long-run elasticity nearly catches up to the survey’s 0.91–

12Graham and Glaister’s (2004) survey summarizes the meta-analyses of Dahl (1995), Sterner, Dahl, and Franzen (1992),
and Goodwin (1992).
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that is, my estimates suggest slower rather than lower responsiveness to income. By contrast, the price

elasticity in my standard model is relatively low-magnitude over the entire time horizon: -0.073 in the

short run, versus Graham and Glaister’s median of -0.21; and -0.34 in the long run, versus their median

of -0.55.13

The literature surveys of Graham and Glaister (2004), Espey (1998), Dahl (1995), Sterner, Dahl,

and Franzen (1992), and Goodwin, Dargay and Hanly (2004) all encompass a variety of demand studies:

aggregate and household, single-country and international, short and longer time spans. My estimates’

differences from the literature could arise from any of a large set of variations in place, time, data

structure and modelling strategy; and so it is worth also comparing my results to estimates based on a

similar underlying sample. Coyle, DeBacker, and Prisinzano (2011) estimate a static model of gasoline

demand and supply using U.S. data for 1990 through 2009; they find an income elasticity of 0.41 and a

price elasticity of -0.07. Estimating a static model on my own data– i.e. dropping lagged consumption

from the standard model– I find an income elasticity of 0.49 (about halfway between the short- and long-

run price elasticities) and a price elasticity of -0.074 (about the same as the short-run price elasticity).

My data set and estimation strategy therefore yield income and price effects that are closely in line with

the contemporary literature.

That my estimates of static and standard models align with the literature is important, because

it suggests that the rational-habits effects uncovered in subsequent models could be lurking in other

studies as well. Just as my standard model’s long-run price elasticity of -0.34 is a poor estimate of the

long-run elasticity with respect to a credibly-permanent, tax-driven price change (-1.60) or the long-run

elasticity with respect to a general tax-driven price change (-0.98), so too may other studies’ price-

elasticity estimates mask the true effects of credibly-permanent and tax-driven price changes. Although

my estimate of standard price elasticity is on the low-magnitude end of the literature, my lead price

components and price components models suggest tax-driven price elasticities on the high end. Were

studies based on alternative samples to take rational habits into account, they might estimate even

higher elasticities.

It is possible, of course, that other studies find higher-magnitude standard price elasticities because

their samples include more credible, long-duration price changes; and so allowing for rational habits may

not reveal as large a divergence between their samples’standard and tax-driven price elasticities. But the

fact that America’s (lead) tax-component elasticities are on the high end of surveyed price elasticities,

even given America’s high incomes and relatively limited public transport alternatives, suggests that

other studies have room to find at least some divergence.

The chief implication of these results is that we should not expect policy-driven price changes to

induce the same consumption responses as natural, market-driven changes– and nor should we assume

policy interventions will be as ineffectual as typical price-elasticity measures sometimes suggest. The ef-

fectiveness of price instruments implies, moreover, that they may compare more favorably than previously

believed with alternative policies such as fuel economy standards and investment in public transport.

9 Conclusions

Commuting distance, vehicle stock, the rote of daily life– there are many reasons to suspect that habits

play a role in gasoline demand. U.S. data provides evidence that consumers are forward-looking with

13The long-run price elasticity of -0.34 falls short of other surveys’averages, as well: -0.58 in Espey (1998), -0.80 in Dahl
and Sterner (1991), and -0.84 in Brons et al. (2008).
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respect to these habits: gasoline demand depends not only on the current price, but on the anticipated

tax component of next year’s price; and consumers are more responsive to the relatively-predictable,

tax-driven portion of price than to the relatively-volatile before-tax price.

In theory and in practice, rational habits sway consumers to reduce gasoline consumption more in

response to price increases perceived as permanent than to price increases perceived as temporary. Cred-

ible permanence gives any price increase an extra kick, and this expands the power of standard economic

instruments to reduce gasoline consumption. This extra kick is not captured by traditional measures of

price elasticity, which lump together all types of price changes and therefore underestimate price instru-

ments’potential effectiveness. The effectiveness of price-based rehab means that rational addiction to oil

is a reason not for despair: it is a reason for hope.
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